Multivariate Gaussian models
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FSML - based on chapters 1-2 of the lecture notes
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Summarizing data
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A year of temperatures in Rabat

K=40 bins

M%Lm LLL@ -

5 10 15 20 25 30
daily max temperature (°C)

[ 300 numbers. How do you summarize them, with as few numbers as possible ? }

Level 1: the mean (or median) Level 2: add variability: the standard deviation Level 3: a histogram, the whole shape

[ What information did we gain with level 3? ] [ With how many summary numbers ?

[ One height per bin: K bins, K numbers
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A year of temperatures in Rabat

£ 0488 S SONRSIAI PUPMRINIITE P AR el tivh oo
5 10 15 20 25 30
daily max temperature (°C)

Level 1: the mean  Level 2: the standard deviation  Level 3: a histogram  Level 4: a parametric distribution

[ Can we approximate this shape with fewer numbers ?
J
[ N
Using a Gaussian model N (Z, s?)

\ J
[ N\
Histograms are considered non-parametric estimators.

\ J
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Now two cities

day Rabat (°C) Casablanca (°C)

1 16.0 15.8
2 20.4 19.3

30

. B e o = .2 | i

One Gaussian per city: X; ~ N (Z;, s7) & |
o IS S
S 20 LB R TAAS Sl e

. g ‘;.'sv_'>

[ What would this model be bad at ? } & At
e s or
@ 15 .,_.;;:#:
o L

A = (16,20.5): likely for each city alone, unlikely o

jointly.

a 5 1|0 1I5 2I0 2I5 3I0

q q Rabat (°C)
It misses the correlation.
L

We need a Gaussian in dimension d > 1: center u, covariance 3 = (

varp
CcCov

cov
vars
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The multivariate Gaussian
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How do we define a Gaussian vector ?

If we projected on each axis we
get a Gaussian in 1D

“X = (X3, Xy) is a Gaussian
vector if and only if X{ and X, are
univariate Gaussians”

s that enough ?
h Fns . | J

15

Rabat (2C ' No: a distribution should not
depend on the basis we

\ choose.
30 L J

What we want: a Gaussian
seen from every direction.
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A Gaussian random vector

Definition: X = (X;,..., X;) ' is a Gaussian vector when every linear combination «'X =

1 X1+ -+ agXy4 follows a one-dimensional Gaussian.

Exercise Let X be a Gaussian vector with mean p = [E[X], covariance X, and o € R%: what are
E[a"X], V(a'X) ? Determine the distribution of o' X.
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The standard Gaussian

Start simple: Z1, . . ., Z4 independent A/ (0, 1) The joint vector Z = (Z1,...,2Z4)"

[ Is Z a Gaussian vector ? What is its density ? J

d
1 2 1 1 (102
i V2m (2m)%

[ Yes: any o' Z is a sum of independent Gaussians. Z ~ N (0, I;), the standard Gaussian. ]

Hered = 2
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Transform it

Z ~ N(0,I,)

[ Under what simple transformations does Z remain a Gaussian vector ? J

X = AZ + p, AeR¥™ e R

[ Mean and covariance of X ? } [ E[X] = p, Cov(X) = AA" J

[ With < AAT: X = AZ + p~ N(p, X) }
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What does AZ + pdo ?

[ What geometric transformations does AZ + p apply to the cloud ? }

Z rotate: V' 1 stretch: S rotate: U shift: + p

A =USV" (SVD): rotate, stretch, rotate, then shift. Here A = (? (1)> n= (?)
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Exercise 1 Let Z ~ N(0,1;) and X = AZ + p with A invertible, and & = AA".
CIENEIN AR Express z as a function of x, then show that ||z]|? = (x — u) "= (x — ).
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The density

If 3 is invertible, a Gaussian vector of R¢ admits a density:

( )\
How many numbers does it take to characterize a Gaussian of RY 2
L J
d numbers for p, ﬂ%l for 3
r 5 N
1 T —
d=1, X =0* f(z)= exp(—ﬂ), the familiar 1D Gaussian.
V2o 202
L _J
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Correlation and independence?

[ Take X diagonal (all correlations zero): what does the density become ?
o @-ml (@ pa)
2: o :}(X—H)Tz_l(x—“):—2+...+—2
0'2 07 Ud

d
f(x) = H fi(x;) the density factorizes: X1,..., X independent
A=

[ For Gaussian vectors: zero correlation < independence. ] [ ... but only <= in general

®
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Reading a density

The density in 3D over the cloud, and

Xo the curves where it is constant
(x4, X9
2
T o5
0 010 A density drawn in 3D is hard to
' read.

0.05

0.00

X4
2 0 2 Instead, draw only the curves
where it is constant: the level sets.
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The geometry of >

F(x) = (%)d/i sz e (o= ) B e )

[ On what x does this density remain constant ? }

Level set (Courbe de niveau) at height c:

E,={xeR?: (x—pu)"Z 1 (x—pn)=c}

[ Exercise Take d = 2. Analyze and simplify &.. }

(Whiteboard)

o~
3

2.0

1.5 4

1.0 4

0.5 A

0.0 A

—0.5 1

—1.0 1

—1.5 A

—2.0

A1=1.00
A =72

T T T
-2.0 -15 -1.0 -0.5

.
0.0
th

T
0.5

T
1.0

T
1.5

2.0

®

|6 ef 28


http://localhost:12445/index.html

Ellipsoids in any dimension

In dimension d: the level set {x : (x — p)T =7 (x — p) = c} is an ellipsoid centered at p: its
axes are the eigenvectors of X, with radius y/c A; along the i-th axis.
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Level sets

-3

-2
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Gaussian geometry
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Mahalanobis distance

Rabat (°C) Casablanca (°C)

mean pn 19 18
A 23 22 30 5.0
B 23 14 o

25 A

20 A

[ Which is further from the mean A or B?

Casablanca (°C)

| 14—l = 1B - ) = V32

10

[ But are they equally likely as observations ?

é 1'0 1I5 2I0 2I5 3I0 3I5
Comparing the density values is equivalent to Rabat (°C)
comparing their level sets: (x — p) TS 1 (x — p)

[ ds(p,x) def \/(x — ) TS (x — p) is a real distance. Here ds; (1, A) = 1.1, ordinary; dsx(u, B) = 4.8, an anomaly. }
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A new geometry

30 1

25 A
o
o 20
e
L
o)
©
LEER
O

10 A

5_

é 1IO 15 ZIO ZI5 3I0 3I5
Rabat (°C)
0 T =1 o 0
[ 3 defines a new scalar product (u, v)s; = u' X~ " v (see section 1.4 in the textbook). }
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Fitting the model and regularization
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Maximum likelihood

[ Same recipe as in 1D: maximize [[;_, f(x;) over (u, %)

1o
MZE;Xz‘

ft: d averages, easy and accurate

A

= 3 ﬂ%l parameters from n points...

=
S

== Z(Xz — ) (x; — ﬂ)T

At d = 50, that is 1275 parameters. With n = 100 points: what could go wrong?

Exercise: show that rank(3) < min(n — 1, d). What does that force as soonas n < d ?

. This is the maximizer when 33 is invertible; if not, the likelihood is unbounded and has no
maximizer.

J
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Estimating X is hard

eigenvalue
N N [9)]

fay
1

w
1

ERd
Jrue

Estimated

n=>50

10 20 30 40 50
eigenvalue index

True X2: diagonal, d = 50 eigenvalues. How do you expect the eigenvalues of 3 to be ?

And if we decrease n ?

Atn = 50 = d the estimate 3 is singular: too little data for all ﬂ%} correlations.
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The cure: regularization

We introduce our own bias: S, =342, A>0 [ Eigenvalues of 3 ?

[ 2)\ is invertible; at the expense of what ? } [ Every variance is inflated; unbounded in .

What about this new formula ? 3 = (1—-2X) >+ A, Xe€]0,1]
Total variance stays bounded. But what ﬁ}/\ — I: every variance pulled to 1,
happensas A — 17 regardless of the true variance.
. A tr(2
x=01-AN)XZ+ A7l T = (d ) (the average variance)

[ Now tr(3)) = tr(X) for every \: the total variance is exactly preserved. J
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Shrinkage in action

5 .
True Estimated A=0.9
4_
S
T3]
>
c
o
Eiz_...'.""o--oo
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..........‘.".......OOOIQS"g..........
17 .'--ooo...
0_
0 10 20 30 40 50

eigenvalue index

[ A is the shrinkage parameter: variances shrink towards 7, correlations towards zero. }
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What to remember

31 0.175
24 , 0.150

0.125

~ 0.100:‘%
x 0 g
0.075 %=
_1—
0.050
_2—
0.025
31, . ] ] ] ] ] 0.000
-3 -2 -1 0 1 2 3
X1
N
[ The Gaussian is the simplest model of a cluster: a center 1z and an ellipsoidal shape 3..
J
\

But in high dimension that shape has d(d2—+1) parameters: estimating it accurately demands a lot of

samples: the curse of dimension.
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